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Abstract. This paper surveys Delaunay-based meshing techniques for curved objects, and their application in
medical imaging and in computer vision to the extraction of geometric models from segmented images. We show
that the so-called Delaunay refinement technique allows to mesh surfaces and volumes bounded by surfaces, with
theoretical guarantees on the quality of the approximation, from a geometrical and a topological point of view.
Moreover, it offers extensive control over the size and shape of mesh elements, for instance through a (possibly
non-uniform) sizing field. We show how this general paradigm can be adapted to produce anisotropic meshes, i.e.
meshes elongated along prescribed directions. Lastly, we discuss extensions to higher dimensions, and especially
to space-time for producing time-varying 3D models. This is also of interest when input images are transformed
into data points in some higher dimensional space as is common practice in machine learning.

1 Introduction

Motivation. The ubiquity of digital imaging in scientific research and in industry calls for automated tools to extract
high-level information from raster representations (2D, 3D, or higher-dimensional rectilinearly-sampled scalar/vector
fields), the latter often being not directly suitable for analysis and interpretation. Notably, the computerized creation
of geometric models from digital images plays a crucial role in many medical imaging applications.

A precondition for extracting geometry from images is usually to partition image pixels (voxels) into multiple regions of
interest. This task, known as image segmentation, is a central long-standing problem in image processing and computer
vision. Doing a review of this area is out of the scope of this paper. Let us only mention that it is a highly ill-posed
problem due to various perturbing factors such as noise, occlusions, missing parts, cluttered data, etc. The interested
reader may refer to e.g. [1] for a specific survey on segmentation of medical images.

This paper focuses on a step posterior to image segmentation: the automatic generation of discrete geometric represen-
tations from segmented images, such as surface meshes representing boundaries between different regions of interest,
or volume meshes of their interior. This step is determinant in numerous applications. For instance, in medicine, an in-
creasing number of numerical simulations of physical or physiological processes call for geometric models of anatomical
structures: electroencephalography (EEG) and magnetoencephalography (MEG), image-guided neurosurgery, electro-
magnetic modeling, blood flow simulation, etc.

However, this topic has attracted less interest than image segmentation so far. As a result, reliable fully-automated tools
for the unstructured discretization of segmented images, and in particular of medical datasets, are still lacking. So that
simplistic or low-quality geometric models are still of wide use in some applications. For example, in electromagnetic
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modeling, such as specific absorption rate studies, finite element methods (FEM) on unstructured grids conforming
to anatomical structures would be desirable; but due to the difficulty of producing such models, most numerical
simulations so far have been conducted using finite difference methods on rectilinear grids, although the poor definition
of tissue boundaries (stair-casing effect) strongly limits their accuracy. Similarly, in the EEG/MEG source localization
problem using the boundary element method (BEM), simplistic head models consisting of a few nested tissue layers
remain more popular than realistic models featuring multiple junctions.

The generation of geometric models from segmented images presents many challenges. The output must fulfill many
requirements in terms of geometric accuracy and topological correctness, smoothness, number, type, size and shape of
mesh elements, in order to obtain acceptable results and make useful predictions, avoid instabilities in the simulations,
or reduce the overall processing time. Notably, the conditioning of stiffness matrices in FEM directly depends on
the sizes and shapes of the elements. Another example is image-guided neurosurgery, for which real-time constraints
impose strong limitations on the complexity of the geometric brain model being dynamically registered onto the patient
anatomy.

Grid-based methods. Commonly used techniques do not meet the aforementioned specifications. The most popular
technique for producing surface meshes from raster data is undoubtedly the marching cubes algorithm, introduced by
Lorensen and Cline [2]. Given a scalar field sampled on a rectilinear grid, the marching cubes algorithm efficiently
generates a triangular mesh of an isosurface by tessellating each cubic cell of the domain according to a case table
constructed off-line.

Unfortunately, this technique, as well as its many subsequent variants, typically produces unnecessarily large meshes
(at least one triangle per boundary voxel) of very low quality (lots of skinny triangles). This may be acceptable for
visualization purposes, but not for further numerical simulations. In order to obtain suitable representations, the
resulting meshes often have to be regularized, optimized and decimated, while simultaneously controlling the approxi-
mation accuracy and preserving some topological properties, such as the absence of self-intersections. Sometimes, good
tetrahedral meshes of the domains bounded by the marching cubes surfaces also have to be generated. Most of the
time, these tasks are overconstrained.

Recently, the interest in grid-based techniques has been renewed by a few methods with theoretical guarantees.
Plantiga and Vegter [3] propose an algorithm to mesh implicit surfaces with guaranteed topology, based on an adaptive
octree subdivision controlled by interval arithmetic. But in its current form, this algorithm is relevant to closed-form
expressions, not to sampled data.

The recent algorithm of Labelle and Shewchuck [4] fills an isosurface with a uniformly sized tetrahedral mesh whose
dihedral angles are bounded between 10.7◦ and 164.8◦. The algorithm is very fast, numerically robust, and easy
to implement because, like the marching cubes algorithm, it generates tetrahedra from a small set of precomputed
stencils. Moreover, if the isosurface is a smooth 2-manifold with bounded curvature, and the tetrahedra are sufficiently
small, then the boundary of the mesh is guaranteed to be a geometrically and topologically accurate approximation of
the isosurface. However, this algorithm lacks flexibility: notably, it is limited to uniform surface meshes, and isotropic
surface and volume meshes.

Delaunay-based methods. This paper surveys Delaunay-based meshing techniques for curved objects. It is recog-
nized as one of the most powerful techniques for generating surface and volume meshes with theoretical guarantees
on the quality of the approximation, from a geometrical and topological point of view. Moreover, it offers extensive
control over the size and shape of mesh elements, for instance through a (possibly non-uniform) sizing field. It also
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allows to mesh several domains simultaneously. Recent extensions show that this general paradigm can be adapted to
produce anisotropic meshes, i.e. meshes elongated along prescribed directions, as well as meshes in higher dimensions.

In this paper, we show how Delaunay-based meshing can be applied in medical imaging and in computer vision to the
extraction of meshes from segmented images, with all the desired specifications. The rest of the paper is organized as
follows. We first introduce the notion of restricted Delaunay triangulation in Section 2. We then show how to mesh
surfaces (Section 3) and volumes bounded by surfaces (Section 4) using the so-called Delaunay refinement technique.
Anisotropic meshes are discussed in Section 5. Lastly, we tackle extensions of Delaunay refinement to higher dimensions
(Section 6), and especially to space-time for producing time-varying 3D models. This is also of interest when input
images are transformed into data points in some higher dimensional space as is common practice in machine learning.

2 Restricted Delaunay triangulations

In this section, we recall the definitions of Voronoi diagrams and Delaunay triangutions, and their generalization known
as power (or Laguerre) diagrams and weighted Delaunay (or regular) triangulations. We then introduce the concept
of restricted Delaunay triangulation which is central in this paper.

2.1 Voronoi diagrams and Delaunay triangulations

Voronoi diagrams are versatile structures which encode proximity relationships between objects. They are particularly
relevant to perform nearest neighbor search and motion planning (e.g. in robotics), and to model growth processes
(e.g. crystal growth in materials science). Delaunay triangulations, which are geometrically dual to Voronoi diagrams,
are a classical tool in the field of mesh generation and mesh processing due to their optimality properties.

In the sequel, we call k-simplex the convex hull of k + 1 affinely independent points. For example, a 0-simplex is a
point, a 1-simplex is a line segment, a 2-simplex is a triangle and a 3-simplex is a tetrahedron.

Let E = {p1, . . . , pn} be set of points in R
d, called sites. Note that in this paper, we are mainly interested in d = 3,

except in Section 6, where the case d > 3 is studied. The Voronoi region, or Voronoi cell, denoted by V (pi), associated
to a point pi ∈ E is the region formed by points that are closer to pi than to all other sites in E:

V (pi) = {x ∈ R
d : ∀j, ‖x− pi‖ ≤ ‖x− pj‖}.

V (pi) is the intersection of n−1 half-spaces bounded by the bisector planes of segments [pipj ], j 6= i. V (pi) is therefore
a convex polyhedron, possibly unbounded. The Voronoi diagram of E, denoted by Vor(E), is the subdivision of space
induced by the Voronoi cells V (p1), . . . , V (pn).

See Fig. 1 for a two-dimensional example of a Voronoi diagram. In two dimensions, the edges shared by two Voronoi
cells are called Voronoi edges and the points shared by three Voronoi cells are called Voronoi vertices. Similarly, in
three dimensions, we term Voronoi facets, edges and vertices the geometric objects shared by respectively two, three
and four Voronoi cells, respectively. The Voronoi diagram is the collection of all these k-dimensional objects, with
0 ≤ k ≤ d, which we call Voronoi faces. In particular, note that Voronoi cells V (pi) correspond to d-dimensional
Voronoi faces.

To simplify the presentation and without real loss of generality, we will assume in the sequel that E does not contain
any subset of d+ 2 points that lie on a same hypersphere. We say that the points of E are then in general position.
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Fig. 1. The voronoi diagram of a set of points (left). Its dual Delaunay triangulation (right).

The Delaunay triangulation of E, noted Del(E), is the geometric dual of Vor(E), and can be described as an embedding
of the nerve3 of Vor(E). The nerve of Vor(E) is the abstract simplicial complex that contains a simplex σ = (pi0 , . . . , pik)
iff V (pi0)∩. . .∩V (pik) 6= ∅. Specifically, if k+1 Voronoi cells have a non-empty intersection, this intersection constitutes
a (d−k)-dimensional face f of Vor(E). The convex hull of the associated k+1 sites constitutes a k-dimensional simplex
in the Delaunay triangulation and this simplex is the dual of face f . In 3D, the dual of a Delaunay tetrahedron is
the Voronoi vertex that coincides with the circumcenter of the tetrahedron, the dual of a Delaunay facet is a Voronoi
edge, the dual of a Delaunay edge is a Voronoi facet, and the dual of a Delaunay vertex pi is the Voronoi cell V (pi).
See Fig. 1.

The Voronoi vertex v that is the dual of a d-dimensional simplex σ of Del(E) is the circumcenter of σ and, since v
is closer to the vertices of σ than to all other points of E, the interior of the ball centered at v that circumscribes σ
does not contain any point of E. We say that such a ball is empty. This property turns out to characterize Delaunay
triangulations. Hence, Del(E) can be equivalently defined as the unique (under the general position assumption)
triangulation of E such that each simplex in the triangulation can be circumscribed by an empty ball.

2.2 Power diagrams weighted Delaunay triangulations

In this section, we introduce an extension of Voronoi diagrams that will be useful in the sequel. Point sites p1, . . . , pn
are replaced by hyperspheres Σ = {σ1, . . . , σn} and the Euclidean distance from a point x to a point site pi is replaced
by the power distance to hypersphere σi, i.e. the quantity σi(x) = ‖x − ci‖2 − r2i if ci and ri denote the center and
radius of σi. One can then define the power cell of site σi as

V (σi) = {x ∈ R
d : ∀j, σi(x) ≤ σj(x)}.

Like Voronoi cells, power cells are convex polyhedra. The subdivision of space induced by the power cells V (σ1), . . . ,
V (σn), constitutes the power diagram V (σ) of Σ. As in the case of Voronoi diagrams, we define the geometric dual

3 The notion of nerve of a covering is a basic concept in algebraic topology [5].
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of the power diagram V (σ) as an embedding of the nerve of V (σ), where the dual of a face f =
⋂

i=1,...k V (σi) is the
convex hull of the centers c1, . . . ck. If the spheres Σ are in general position, the geometric dual of the power diagram is
a triangulation. This triangulation is called the weighted Delaunay (or regular) triangulation of Σ. Note that because
some spheres of Σ may have an empty power cell, the set of vertices in the weighted Delaunay triangulation is only a
subset of the centers of the σi.

It is a remarkable fact that weighted Delaunay triangulations can be computed almost as fast as non weighted Delaunay
triangulations. An efficient implementation of both types of triangulations can be found in the Cgal library [6, 7]. It
is robust to degenerate configurations and floating-point errors through the use of exact geometric predicates.

2.3 Restricted Delaunay triangulations

We introduce the concept of restricted Delaunay triangulation which, as the concept of Delaunay triangulation, is
related to the notion of nerve. Given a subset Ω ⊂ R

d and a set E of points, we call Delaunay triangulation of E
restricted to Ω, and note Del|Ω(E), the subcomplex of Del(E) composed of the Delaunay simplices whose dual Voronoi
faces intersect Ω. We refer to Fig. 2 to illustrate this concept in 2D. Fig. 2 (left) shows a Delaunay triangulation
restricted to a curve C, which is composed of the Delaunay edges whose dual Voronoi edges intersect C. Fig. 2
(right) shows the Delaunay triangulation of the same set of points restricted to the region R bounded by the curve
C. The restricted triangulation is composed of the Delaunay triangles whose circumcenters are contained in R. For an
illustration in R

3, consider a region O bounded by a surface S and a sample E, the Delaunay triangulation restricted
to S, Del|S(E), is composed of the Delaunay facets in Del(E) whose dual Voronoi edges intersect S while the Delaunay
triangulation restricted to O, Del|O(E), is made of those tetrahedra in Del(E) whose circumcenters belong to O.

The attentive reader may have noticed that in both cases of Figure 2, the restricted Delaunay triangulation forms
a good approximation of the object. Actually, this is a general property of the restricted Delaunay triangulation. It
can be shown that, under some assumptions, and especially if E is a sufficiently dense sample of a smooth surface
S, Del|S(E) is a good approximation of S, both in a topological and in a geometric sense. Specifically, Del|S(E) is a
triangulated surface that is isotopic to S; the isotopy moves the points by a quantity that becomes arbitrarily small
when the density increases; in addition, normals of S of can be consistently approximated from Del|S(E).

Before stating precise results, we define what “sufficiently dense” means. The definition is based on the notion of
medial axis. In the rest of the paper, S will denote a closed smooth surface of R

3.

Definition 1 (Medial axis). The medial axis of a surface S is the closure of the set of points with at least two
closest points on S.

Definition 2 (lfs). The local feature size at a point x on a surface S, noted lfs(x), is the distance from x to the medial
axis of S. We write lfs(S) = infx∈S lfs(x).

It can be shown that lfs(x) does not exceed the reach of S at x, denoted by rch(x). The reach at x is defined as
the radius of the largest open ball tangent to S at x whose interior does not contain any point of S. Plainly, rch(x)
cannot exceed the smallest radius of curvature at x and can be strictly less at points where the thickness of the object
bounded by S is small. As shown by Federer [8], the local feature size of a smooth surface object is bounded away
from 0.4

4 In fact, Federer proved the stronger result that the local feature size is bounded away from 0 as soon as S belongs to the class
C

1,1 of surfaces that admit a normal at each point and whose normal field is Lipschitz. This class is larger than the class of
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Fig. 2. The Voronoi diagram (in red) and the Delaunay triangulation (in blue) of a sample of red points on a planar closed curve
C (in black). On the left: the edges of the Voronoi diagram and of the Delaunay triangulation that are restricted to the curve
are in bold lines. On the right: the triangles belonging to the Delaunay triangulation of the sample restricted to the domain
bounded by C are in blue.

Fig. 3. The medial axis of a planar curve (only the portion inside the domain bounded by the curve is shown). The thin curves
are parallel to the boundary of the domain.
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The following notion of ε-sample has been proposed by Amenta and Bern in their seminal paper on surface recon-
struction [9].

Definition 3 (ε-sample). Let ε < 1 and S be a smooth surface. We say that a finite point set E ⊂ S is an ε-sample
of S if any point x of S is at distance at most ε lfs(x) from a point of E.

The notion of ε-sample is not very handy since it requires that any point of the surface is close to a sample point. A
more convenient notion of sample, called loose ε-sample, only requires a finite set of points of S to be close to the sample
set [10]. More precisely, consider the Voronoi edges of Vor(E) that intersect S. We require that each such intersection
point is close to the sample set. By definition, these Voronoi edges are dual to the facets of Del|S(E). An intersection
point of such an edge with S is thus the center of a so-called surface Delaunay ball, i.e. a ball circumscribing a facet
of Del|S(E) and centered on the surface S (see Fig. 4).

Fig. 4. A surface Delaunay ball whose center is a candidate for being inserted in E.

Definition 4 (Loose ε-sample). Let ε < 1 be a constant and S be a smooth surface. A point set E ⊂ S is a loose
ε-sample of S if Del|S(E) has a vertex on each connected component of S and if, in addition, any surface Delaunay
ball B(cf , rf ) circumscribing a facet f of Del|S(E) is such that rf < εlfs(cf ).

The following theorem states that, for sufficiently dense samples, Del|S(E) is a good approximation of S.

Theorem 1. If E is a loose ε-sample of a smooth compact surface S, with ε < 0.12, then the restriction of the
orthogonal projection πS : R

3 \M(S) → S, induces an isotopy that maps Del|S(E) to S. The isotopy does not move
the points of Del|S(E) by more than O(ε2). The angle between the normal to a facet f of Del|S(E) and the normals
to S at the vertices of f is O(ε).

Weaker variants of this theorem have been proved by Amenta and Bern [9] and Boissonnat and Oudot [10]. Cohen-
Steiner and Morvan have further shown that one can estimate the tensor of curvatures from Del|S(E) [11].

C
2 surfaces and includes surfaces whose curvature may be discontinuous at some points. An example of a surface that is C

1,1

but not C
2 is the offset of a cube.
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3 Surface sampling and meshing

In this section, we show how the concept of restricted Delaunay triangulation can be used to mesh smooth surfaces.
The algorithm is proven to terminate and to construct good-quality meshes, while offering bounds on the accuracy
of the original boundary approximation and on the size of the output mesh. The refinement process is controlled
by highly customizable quality and size criteria on triangular facets. A notable feature of this algorithm is that the
surface needs only to be known through an oracle that, given a line segment, detects whether the segment intersects
the surface and, in the affirmative, returns an intersection point. This makes the algorithm useful in a wide variety of
contexts and for a large class of surfaces.

The paradigm of Delaunay refinement has been first proposed by Ruppert for meshing planar domains [12]. The
meshing algorithm presented in this section is due to Chew [13, 14].

3.1 Delaunay refinement for meshing surfaces

Let S be a surface of R
3. If we know a loose ε-sample E of S, with ε < 0.12, then, according to Theorem 1, the

restricted Delaunay triangulation Del|S(E) is a good approximation of S. In this section, we present an algorithm that
can construct such a sample and the associated restricted Delaunay triangulation. We restrict the presentation to the
case of smooth, compact and closed surfaces. Hence, lfs(S) = infx∈S lfs(x) > 0.

The algorithm is greedy. It inserts points one by one and maintains the current set E, the Delaunay triangulation
Del(E) and its restriction Del|S(E) to S.

Let ψ be a function defined over S such that

∀x ∈ S, 0 < ψinf ≤ ψ(x) ≤ εlfs(x).

where ψmin = infx∈S ψ(x). Function ψ will control the sampling density and is called the sizing field.

The shape quality of the mesh facets is controlled through their radius-edge ratio, where the radius-edge ratio of a
facet is the ratio between the circumradius of the facet and the length of its shortest edge. We define a bad facet as a
facet f of Del|S(E) that:

– either has a too big surface Delaunay ball Bf = B(cf , rf ), meaning that rf > ψ(cf ),
– or is badly shaped, meaning that its radius-edge ratio ρ is such that ρ > β for a constant β ≥ 1.

Bad facets will be removed from the mesh by inserting the centers of their surface Delaunay balls, The algorithm is
initialized with a (usually small) set of points E0 ⊂ S. Three points per connected component of S are sufficient. Then
the algorithm maintains, in addition to Del(E) and Del|S(E), a list of bad facets and, as long as there remain bad
facets, applies the following procedure

refine facet(f)
1. insert in E the center cf of a surface Delaunay ball circumscribing f ,
2. update Del(E), Del|S(E) and the list of bad facets

An easy recurrence proves that the distance between any two points inserted in the sample is at least ψinf > 0. Since
S is compact, the algorithm terminates after a finite number of steps. It can be shown that the number of inserted

points is O
(

∫

S
dx

ψ2(x)

)

.
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Upon termination, any facet f of Del|S(E) has a circumscribing surface Delaunay ball Bf of center cf and radius
rf < ψ(cf ). To be able to apply Theorem 1, we need to take ψ ≤ 0.12 lfs and to ensure that Del|S(E) has at least one
vertex on each connected component of S. This can be done by taking in E0 three points per component of S that
are sufficiently close.

We sum up the results in the following theorem.

Theorem 2. Given a compact smooth and closed surface S, and a positive Lipschitz function ψ ≤ ε lfs on S, one can

compute a loose ε-sample E of S, of size O
(

∫

S
dx

ψ2(x)

)

. If ε ≤ 0.12, the restricted Delaunay triangulation is Del|S(E)

is a triangulated surface isotopic and close to S.

3.2 Implementation

Note that the surface is only queried through an oracle that, given a line segment f∗ (to be the edge of Vor(E) dual
to a facet f of Del|S(E)), determines whether f∗ intersects S and, in the affirmative, returns an intersection point and
the value of ψ at this point.

Still, deciding whether a line segment intersects the surface may be a costly operation. However, a close examination
of the proof of correctness of the algorithm shows that Theorems 1 and 2 still hold if we replace the previous oracle
by a weaker one that checks if a given line segment s intersects S an odd number of times and, in the affirmative,
computes an intersection point. Consider the case where S is an implicit surface f(x) = 0, e.g. an isosurface defined
by interpolation in a 3D image. To know if s intersects S an odd number of times, we just have to evaluate the sign
of f at the two endpoints of the segment. It is only in the case where the two signs are different that we will compute
an intersection point (usually by binary search). This results in a dramatic reduction of the computing time.

Although the algorithm is quite simple, it is not easy in general to know lfs or even to bound lfs from below, which is
required by the oracle. In practice, good results have been obtained using the following simple heuristics. We redefine
bad facets to control the distance ‖cf − c′f‖ between the center cf of the surface Delaunay ball circumscribing a facet
f of Del|S(E) and the center c′f of the smallest ball circumscribing f . This strategy nicely adapts the mesh density
to the local curvature of S. The local feature size lfs(x) depends also on the thickness of S at x, which is a global
parameter and therefore difficult to estimate. However, if the sample is too sparse with respect to the object thickness,
the restricted Delaunay triangulation is likely to be non manifold and/or to have boundaries. The algorithm can check
on the fly that Del|S(E) is a triangulated surface with no boundary by checking that each edge in the restricted
triangulation is incident to two facets, and that the link of each vertex (i.e. the boundary of the union of the facets
incident to the vertex) is a simple polygon.

The issue of estimating lfs can also be circumvented by using a multiscale approach that has been first proposed in the
context of manifold reconstruction [15, 16]. We slightly modify the algorithm so as to insert at each step the candidate
point that is furthest from the current sample. This will guarantee that the sample remains roughly uniform through
the process. If we let the algorithm insert points, the topology of the triangulated surface maintained by the algorithm
may well change. Consider, for instance, the case of an isosurface in a noisy image, say the brain in Fig. 5. Depending
on the sampling density, the topology of the surface may be a topological sphere (which the brain is indeed) or a
sphere with additional handles due to noise. Accordingly, the algorithm will produce intermediate meshes of different
topologies approximating surfaces of various lfs. Since the changes of topology can be detected by computing at each
step the Betti numbers of the current triangulated surface, we can output the various surfaces and the user can decide
what is the best one.
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The surface meshing algorithm is available in the open source library Cgal [7]. Fig. 5 shows a result on a medical
image. A thorough discussion of the implementation of the algorithm and other experimental results can be found in
[14].

Fig. 5. Meshing an isosurface in a 3D image of the brain.

4 Meshing volumes with curved boundaries

Let O be an object of R
3 bounded by a surface S. The meshing algorithm of the previous section constructs the 3D

Delaunay triangulation of the sample E and extracts from Del(E) the restricted Delaunay triangulation Del|S(E).
Hence, the algorithm constructs a 3D triangulation T of O as well as a polyhedral surface approximating S. However,
since the algorithm does not insert points inside O, the aspect ratio of the tetrahedra of T cannot be controlled. If
further computations are to be performed, it is then mandatory to improve the shape of the tetrahedra by sampling
also the interior of O.

We present in this section a modification of the Delaunay-based surface mesher of the previous section due to Oudot
et al. [17]. This algorithm samples the interior and the boundary of the object at the same time so as to obtain a
Delaunay refinement volume mesher. Delaunay refinement removes all badly shaped tetrahedra except the so-called
slivers. A special postprocessing is required to remove those slivers.
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4.1 3D mesh refinement algorithm

The algorithm is still a greedy algorithm that builds a sample E while maintaining the Delaunay triangulations Del(E)
and its restrictions Del|O(E) and Del|S(E) to the object O and its bounding surface S.

The sampling density is controlled by a function ψ(x) defined over O called the sizing field. Using constant α, β and
γ, we define two types of bad elements.

As above, a facet f of Del|S(E) is considered as bad if
– either it has a too big surface Delaunay ball Bf = B(cf , rf ), i.e. rf > αψ(cf ),
– or it is badly shaped, meaning that its radius-edge ratio ρf is such that ρf > β.

A tetrahedron t of Del|O is considered as bad if
– either its circumradius rt is too big, i.e. rt > ψ(ct)
– or it is badly shaped, meaning that its radius-edge ratio ρt is such that ρt > γ. The radius-edge ratio ρt of a

tetrahedron t is the ratio between the circumradius and the length of the shortest edge.

The algorithm uses two basic procedures, refine facet(f), which has been defined in Section 3 and the following
procedure refine tet(t).

refine tet(t)
1. insert in E the center ct of the ball circumscribing t
2. update Del(E), Del|S(E), Del|O(E) and the lists of bad elements.

The algorithm is initialized as the surface meshing algorithm. Then it applies the following refinement rules in order,
Rule 2 being applied only when Rule 1 can no longer be applied.

Rule 1 If Del|S(E) contains a facet f which has a vertex in O \ S or is bad, refine facet(f)
Rule 2 If there is a bad tetrahedron t ∈ Del|O(E)

1. compute the center ct of the circumscribing ball
2. if ct is included in the surface Delaunay ball of some facet f ∈ Del|S(E), refine facet(f)
3. else refine tet(t).

It is proved in [17] that, for appropriate choices of parameters α, β and γ, the algorithm terminates. Upon termination,
Del|S(E) = Del|S(E ∩ S) and DelO(E) is a 3D-triangulation isotopic to O.

4.2 Sliver removal

While Delaunay refinement techniques can be proven to generate tetrahedra with a good radius-edge ratio, they may
create flat tetrahedra of a special type called slivers. A sliver is a tetrahedron whose four vertices lie close to a plane and
whose projection to that plane is a quadrilateral with no short edge. Slivers have a good radius-edge ratio but a poor
radius-radius ratio (ratio between the circumradius and the radius of the largest contained sphere). Unfortunately, the
latter measure typically influences the numerical conditioning of finite element methods. Slivers occur for example if
one computes the Delaunay triangulation of points on a regular grid (slightly pertubed to avoid degeneracies). Each
square in the grid can be circumscribed by an empty ball and is therefore a sliver of the triangulation.
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Fig. 6. A sliver.

Two techniques are known to remove slivers from volume meshes. One consists of a post-processing step called sliver
exudation [18]. This step does not include any new vertex in the mesh, nor does it move any of them. Each vertex
is assigned a weight and the Delaunay triangulation is turned into a weighted Delaunay triangulation. The weights
are carefully chosen so that no vertex disappear from the mesh, nor any change occurs in the boundary facets (i.
e. the facets of Del|S(E)). Within these constraints, the weight of each vertex is optimized in turn to maximize the
minimum dihedral angles of the tetrahedra incident to that vertex. Although the guaranteed theoretical bound on
dihedral angles is known to be miserably low, this algorithm is quite efficient in practice at removing slivers.

Another technique, due to Li [19], avoids the appearance of small slivers in the mesh by relaxing the choice of the
refinement points of a bad element (tetrahedron or boundary facet). The new points are no longer inserted at the
circumcenters of Delaunay balls or surface Delaunay balls but in small picking regions around those circumcenters.
Within such a picking region, we further avoid inserting points that would create slivers. (see Fig. 7).

Fig. 7. The new point to be inserted is taken from the grey disk centered at the circumcenter of the bad element τ but not in
the black annulus to prevent the creation of slivers.
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4.3 Implementation

We present two results in Fig. 8 on both uniform and non uniform sizing fields. The uniform model is an approximation
of an isosurface in a 3D medical image. The initial mesh of the surface had 33,012 vertices while the second step of the
algorithm added 53,762 new vertices in the interior of the object and 2,471 new vertices on its boundary. The total
CPU time was 20s on a Pentium IV (1.7 GHz). A thorough discussion of the implementation of the algorithm and
other experimental results can be found in [17, 20]. The algorithm will be soon available in the open source library
Cgal [7].

Fig. 8. Non uniform and uniform meshes obtained by the algorithm of Section 4. The lower left corners show histograms of
the radius-radius ratios of tetrahedra in the mesh, where the radius-radius ratio of a tetrahedron is the ratio between the
circumradius and the radius of the maximum inscribed ball.

4.4 Meshing of multi-label datasets

The above method seamlessly extends to the case of non-binary partitions, so that it can be applied to the generation
of high quality geometric models with multiple junctions from multi-label datasets, frequently encountered in medical
applications.

To that end, we define a partition of Delaunay tetrahedra induced by a space subdivision. It is closely related to
the concept of restricted Delaunay triangulation. Let us consider P = {Ω0, . . . , Ωn} a partition of space into the
background 0 and n different regions, i.e.

R
3 = ∪i∈{0,...,n}Ωi

and let Γ denote the boundaries of the partition:

Γ = ∪i∂Ωi.

This continuous space subdivision is approximated by a discrete partition of a Delaunay triangulation: given a set of
points E in R

3, we define the partition of Delaunay tetrahedra induced by P , denoted by Del|P(E), as the partition
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of the tetrahedra of Del(E) depending on the region containing their circumcenter. In other words, Del|P(E) =
{Del|Ω0

(E), . . . ,Del|Ωn
(E)} , where Del|Ωi

(E) is the set of tetrahedra of Del(E) whose circumcenters are contained in
Ωi.

By construction, Del|P(E) induces watertight surface meshes free of self-intersections, and volume meshes associated
to the different regions. All meshes are mutually consistent, including at multiple junctions. In particular, the surface
meshes are composed of the triangular facets adjacent to two tetrahedra assigned to different regions (i.e. belonging
to different parts of Del|P(E)) and of the convex hull facets adjacent to non-background tetrahedra. These facets are
called boundary facets in the sequel.

By the results of Sections 3 and 4, the surface and volume meshes form a good approximation of the original partition
P as soon as E is a sufficiently dense sample. Hence, our meshing algorithm again consists in iteratively refining the
point set until it forms a good sample of the boundaries between the different regions, and, if a quality volume mesh
is desired, a good sample of their interior.

A notable feature of this approach is that the continuous partition need not be represented explicitly. It is known
only through a labeling oracle that, given a point in space, answers which region it belongs to. This oracle can be
formulated as a labeling function LP : R

3 → {0, . . . , n} associated to the partition P , such that LP(p) = i if and only
if p ∈ Ωi. Intersections of a segment or a line with Γ can be computed to the desired accuracy using a dichotomic
search on LP .

This makes the approach applicable to virtually any combination of data sources, including segmented 3D images,
polyhedral surfaces, unstructured volume meshes, fuzzy membership functions, possibly having different resolutions
and different coordinate systems. The different data sources may even be inconsistent with each other due to noise
or discretization artefacts. In this case, the labeling oracle has the responsibility of resolving the conflicts using some
user defined rules. As a result, our meshing algorithm is not affected by the heterogeneity and possible inconsistency
of the input datasets.

Another important source of flexibility of our approach is that the customizable quality criteria on boundary facets
and/or on tetrahedra mentioned in Sections 3 and 4 can be tuned independently for the different regions. Thus, a
boundary facet must be tested against the criteria of its two adjacent regions. It is classified as a good facet if it fulfills
both criteria.

An experimental result on real medical data is shown in Fig. 9. For further discussion and experimental results, please
refer to [21].

5 Anisotropic meshes

Anisotropic meshes are triangulations of a given domain in the plane or in higher dimensions, with elements elongated
along prescribed directions. Anisotropic triangulations have been shown to be particularly well suited for interpolation
of functions or numerical modeling [22]. They allow minimizing the number of triangles in the mesh while retaining
a good accuracy in computations. For such applications, the directions along which the elements should be elongated
are usually given as quadratic forms at each point. These directions may be related to the curvature of the function
to be interpolated, or to some specific directions taken into account in the equations to be solved.

Anisotropy represented in the form of metric tensors is widely used in image processing, in two main contexts. First,
for a general scalar or vector-valued image, a structure tensor [23, 24] which characterizes the local image structure
can be defined. It is a classical tool for edge and corner detection. Second, a recent medical imaging modality called
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Fig. 9. Left: Surface and volume meshes of head tissues generated from a segmented magnetic resonance image. Cross-sections
along different planes are displayed to make apparent the high quality of both boundary facets and tetrahedra. Right: Angle
and radius-radius ratio distributions of surface meshes and volume meshes, respectively.

diffusion tensor magnetic resonance imaging (DT-MRI) produces a field of symmetric positive definite matrices which
locally quantify the anisotropic diffusion of water molecules in the tissues. In both cases, these tensors induce Rie-
mannian metrics on the image domain, which have frequently been embedded in segmentation and motion estimation
algorithms, making the latter more faithful to image structure. Since intensity variations are typically correlated with
the underlying geometry, these metrics can also enhance the extraction of geometric models from segmented images.

Various heuristic solutions for the generation of anisotropic meshes have been proposed. Li et al. [25] and Shimada et al.
[26] use packing methods. Bossen and Heckbert [27] use a method consisting in centroidal smoothing, retriangulating
and inserting or removing sites. Borouchaki et al. [28] adapt the classical Delaunay refinement algorithm to the case of
an anisotropic metric. A related topic is anisotropic mesh adaptation, a popular technique used to improve numerical
simulations. The mesh is iteratively improved by using a metric field computed from an error analysis until the mesh
and the solution converge [29].

Recently, Labelle and Shewchuk [30] have settled the foundations for a rigorous approach for anisotropic mesh gen-
eration based on the so-called anisotropic Voronoi diagram. The framework is the following. We consider a domain
Ω ⊂ R

d and assume that each point p ∈ Ω is given a symmetric positive definite quadratic form represented by a d×d
matrix Mp, called the metric at p. The distance between two points a and b, as measured by metric Mp is defined as

dMp
(a, b) =

√

(a− b)tMp(a− b).

In the sequel, E = {p1, . . . , pn} denotes a set of points. The points associated with their metrics, are called sites. We
can associate to each point pi of E its Voronoi cell

V (pi) = {x ∈ R
d : ∀j, dMpi

(x) ≤ dMpj
(x)}.

The subdivision induced by these Voronoi cells is called the anisotropic diagram of E (Fig. 10). In the special case
where the metric is the same at each site, i.e. Mpi

= M for 1 ≤ i ≤ n, the anisotropic diagram is a power diagram.
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Indeed,
(x− pi)

tM(x− pi) < (x − pj)
tM(x− pj) ⇔ −2 ptiMx+ ptiMpi < −2 ptjMx+ ptjMpj.

Write σi for the hypersphere of equation x2−2 ptiMx+ptiMpi = 0. It follows from the inequality above that x belongs
to V (pi) iff x belongs to the power cell of σi in the power diagram of σ1, . . . , σn. In addition, the anisotropic diagram
has a dual triangulation, the regular triangulation dual to the power diagram of the σi.

Differently, in the general case where the Mpi
are distinct, the dual of the anisotropic diagram may not be a trian-

gulation. Nevertheless, Labelle and Shewchuk have shown that, in the 2-dimensional case, the dual of the anisotropic
diagram is an embedded triangulation when the density of the sample E is sufficiently high [30]. Based on this obser-
vation, they proposed a method to construct anisotropic triangulations of planar domains: the anisotropic diagram of
a set of sample point is refined by insertion of new sites until the geometric dual diagram is an embedded triangula-
tion. A simpler variant of the algorithm that provides a direct computation of the dual mesh without computing the
anisotropic diagram can be found in [31].

Fig. 10. An anisotropic diagram (from [30]).

The main limitation of Labelle and Shewchuk’s approach is that it is restricted to the 2D case or the case of surfaces
embedded in 3D [32]. The presence of slivers in higher dimensions, and especially in 3D, have prevented the extension
of the method.

An alternative approach is presented in [33]. This approach, based on the notion of locally uniform anisotropic trian-
gulation, still follows the Delaunay refinement paradigm. A locally uniform anisotropic triangulation of a set of points
E is a triangulation T of E in which the star T (v) of any vertex v coincides exactly with the star of this vertex in
the Delaunay triangulation Delv(E) of the set E computed for the metric Mv of v. Given a set of sites E and a site
v ∈ E, computing the Delaunay triangulation Delv(E) for the metric Mv is simple, since this triangulation is just the
regular triangulation dual to a power diagram as explained above.

The algorithm maintains a sample E and a set of local triangulations, one for each site in E, where the local triangu-
lation of site v is reduced to the star of v in Delv(E). (An analog data structure was suggested by Shewchuk in [34] to
handle triangulations of moving points.) At the beginning the local stars are inconsistent, meaning that a tetrahedron
appearing in one local star may not appear in the local stars of its four vertices. The algorithm refines the sample
E until there is no more inconsistencies. so that the local stars can be merged together to form a locally uniform
anisotropic triangulation.
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Inconsistencies among the local stars arise either because the metric is highly distorted on the domain covered by
a single tetrahedron or in presence of quasi-cospherical configurations. The first situation is not problematic since
introducing new points in the sample will reduce the distortion. The case of quasi-cospherical configurations is more
serious and may prevent the refinement process to terminate. This problem is strongly related to the presence of
slivers and can be solved by avoiding the creation of quasi-cocyclic configurations in a way similar to the way Li and
Teng suggested to avoid slivers (see Section 4.2). New points are inserted in the so-called picking region which consists
of a small ball around the circumcenter of a bad tetrahedron minus the locus of points yielding quasi-cospherical
configurations.

This algorithm is simple and straightforward since it relies on the usual Delaunay predicates (applied to some stretched
spaces). It may be extended to R

3. In R
3 the new points are inserted in picking regions so has to avoid both slivers

and quasi-cospherical configurations. An anisotropic mesh of a surface torus, obtained with this method, is shown in
Fig. 11.

Fig. 11. Anisotropic mesh of the surface of a torus.

6 Higher dimensions

Remarkably, the framework described in the previous sections extends to Euclidean spaces of dimensions higher than
three. In particular, it allows to address spatio-temporal problems frequently occurring in science and engineering.
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Let us mention temporal sequences of MR (magnetic resonance) images of the beating heart in medical imaging, and
spatio-temporal reconstruction of moving scenes from videos in computer vision. The latter application is detailed in
Section 6.2.

Spatio-temporal models are not the only motivation to construct meshes in higher dimensions. Although we will not
discuss such applications in this paper, let us mention the study of physical dynamical systems which is naturally
expressed in 6D phase-space. Also, many machine learning problems, notably in computer vision, are tackled by
mapping input data into higher dimensional parametric spaces.

To extend our meshing algorithms, we first need to extend the construction of the Delaunay triangulation in higher
dimensional spaces.

6.1 Computing Delaunay triangulations in spaces of medium dimensions

Very efficient and robust codes nowadays exist for constructing Delaunay triangulations in two and three dimensions [7],
the situation is less satisfactory in higher dimensions: the few existing Delaunay codes in higher dimensions are either
non robust, or very slow and space demanding, which make them of little use in practice. This situation is partially
explained by the fact that the size of the Delaunay triangulation of points grows very fast (exponentially in the worst-
case) with the dimension. However, a careful implementation can lead to dramatic improvement and quite big input
sets can be triangulated in spaces of dimensions up to 6.

In [35], we propose a new C++ implementation of the well-known incremental construction. The algorithm maintains,
at each step, the complete set of d-simplices together with their adjacency graph. Two main ingredients are used to
speed up the algorithm. First, the input points are pre-sorted along a d-dimensional Hilbert curve to accelerate point
location. In addition, the dimension of the embedding space is a C++ template parameter instanciated at compile time.
We thus avoid a lot of memory management. The code is fully robust and computes the exact Delaunay triangulation
of the input data set. Following the central philosophy of the Cgal library, predicates are evaluated exactly using
arithmetic filters.

Fig. 12 presents a benchmark of the speed and memory usage of our implementation, with dimension ranging from
2 to 6 and input size ranging from 1K to 1024K points. We have run our code on input sets consisting of uniformly
distributed random points in a unit cube with floating point (double) input coordinate type. In each case, the input
points are provided at once, which permits the use of spatial sorting prior to inserting the points in the triangulation.

Similar results are observed when the points lie on a manifold of co-dimension 1, which is the case for points on a
deforming surface. Further experiments are discussed in [35].

6.2 Application to spatio-temporal scene modeling from video sequences

In [36], we have used a higher-dimensional extension of the meshing algorithm of Section 3 to compute 4D spatio-
temporal representations of non-rigid dynamic scenes from multiple video sequences.

By considering time as an additional dimension, we could exploit seamlessly the time coherence between different video
frames to produce a compact and high-quality 4D representation of the scene. The 3D model at a given time instant
can easily be obtained by intersecting this 4D mesh with a temporal plane. Compared to independent frame-by-frame
computations, this point of view has several significant advantages. First, it exploits time redundancy to limit the
size of the output representation. For example, parts of the scene that are immobile or have a uniform motion can
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Fig. 12. Timings (left) and space usage (right) of our novel Delaunay triangulation implementation. All axes are logarithmic.

Fig. 13. A few 3D slices of a 4D space-time reconstruction of a moving scene from real video data.
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be approximated by a piecewise-linear 4D mesh with few elements elongated in the time direction. In contrast, in the
same configuration, a frame-by-frame approach would repeat 3D elements at each frame. Second, such an approach
yields a temporally continuous representation, which is defined at any time, thus enabling interpolation of objects’
shape between consecutive frames. This also makes a spatio-temporal smoothing possible, in order to recover from
occasional outliers in the data. Third, a byproduct of the two first advantages is the reduction of flickering artefacts in
synthesized views, as consecutive 3D slices have a similar geometry and connectivity by construction. At last, changes
in 3D topology along time are handled naturally by our spatio-temporal embedding formulation.

A sample result is displayed in Fig. 13, in the form of several 3D slices of the output 4D mesh. More generally, this
application demonstrates the feasibility of 4D hypersurface representations in image processing. It is likely to inspire
progress in other applications, such as the spatio-temporal modeling of the beating heart from temporal sequences of
MR images.

7 Conclusion

We have presented algorithms for mesh generation by Delaunay refinement and some of their applications in Computer
Vision and Medical Imaging. As reported in this paper as well as in other recent survey papers [37, 38], Delaunay-
based meshing algorithms have advantages over grid-based algorithms like the marching cubes algorithm. Most notably,
they offer theoretical guarantees on the quality of the approximation and also on the shape of the elements (facets or
tetrahedra) of the mesh. Moreover, the paradigm of Delaunay refinement is quite flexible and can be adapted to mesh
surfaces, 3D domains, or even higher dimensional manifolds, and to take into account anisotropic metric fields.

Due to limited space, we have assumed throughout the paper that the objects to be meshed were smooth. Extensions
of the Delaunay refinement paradigm to non-smooth objects can be found in [10, 20, 39].

The algorithms discussed in this paper are based on the experience of the Geometrica group at INRIA Sophia-
Antipolis5. The algorithms described in this paper are or will soon be available from the Cgal library [7]. They
have been used for image segmentation [40], data assimilation for cardiac electromechanical modeling [41],surface
reconstruction from unorganized data points [42, 43]. We hope that they will find further applications in Computer
Vision and Medical Imaging, Computer Aided Design, Computer Graphics and Numerical Simulation.
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