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Abstract. Reprojection of texture issued from cameras on a mesh es-
timated from multi-view reconstruction is often the last stage of the
pipeline, used for rendering, visualization, or simulation of new views.
Errors or imprecisions in the recovered 3D geometry are particularly no-
ticeable at this stage. Nevertheless, it is sometimes desirable to get a
visually correct rendering in spite of the inaccuracy in the mesh, when
correction of this mesh is not an option, for example if the origin of error
in the stereo pipeline is unknown, or if the mesh is a visual hull. We
propose to apply slight deformations to the data images to fit at best
the fixed mesh. This is done by intersecting rays issued from correspond-
ing interest points in different views, projecting the resulting 3D points
on the mesh and reprojecting these points on the images. This provides
a displacement vector at matched interest points in the images, from
which an approximating full distortion vector field can be estimated by
thin-plate splines. Using the distorted images as input in texturing algo-
rithms can result in noticeably better rendering, as demonstrated here
in several experiments.

1 Introduction

Recovering 3D geometry from multi-view still images or videos is the focus of the
stereo research community in computer vision, robotics, and photogrammetry
[1]. Usage dictates the requirements and priorities about accuracy of the esti-
mated depth information: from rough precision for obstacle avoidance in robot
navigation to highly precise and controlled measurements in telemetry and sur-
veying. Despite years of research and development of computing capacities, and
whereas the mathematical foundations are well understood [2–4], the required
precision is not always practically reachable, which may be due to faulty calibra-
tion (uncorrected geometric distortion, imprecise focal position), approximations
(interpolation of disparity in non-textured regions), or plain errors of algorithms
in presence of unexpected conditions (specular surfaces, transparency, etc). Also
several stereo pipelines include a step of global, non-convex energy minimization,
as for example [5–7]. As they typically involve a gradient descent scheme, they
are susceptible of stopping at a local minimum and have no way of recovering
a better 3D geometry. Other methods involve a careful succession of heuristics
to refine a visual hull obtained from silhouettes, as for example [8]. The base
hypotheses of such heuristics may also be somewhat in default. In other cases,



the visual hull is used directly for efficiency reasons. Whereas the resulting in-
formation may be unusable for precise scientific measures, it may still be useful
and sufficient in motion capture for example. In that case, the rendering should
mask as best as possible the incorrect geometry.

While algorithms exist that select the image to use as texture on each part of
the mesh to minimize illumination change artifacts, they assume that the images
are compatible with the mesh. In our case, that assumption does not stand and
we must do correct rendering in spite of these inconsistencies. As the mesh is
already the result of an optimization, it cannot be refined. The only possibility
is to modify the images themselves. This is the approach of Eisemann et al.
in [9]. The authors warp the input images by aligning reprojected images through
optical flow estimation, for which they use a near-real-time GPU implementation.
By contrast, we propose to use feature points as tie points for the registration of
images, and to warp the images following a thin-plate spline approximation of
the displacement field. Computational cost is normally low, as correspondence
of tie points is often already computed and used earlier in the stereo pipeline to
estimate epipolar geometry.

Recent work of Tzur and Tal [10] is an interesting approach to the problem.
The model is assumed to fit imperfectly with the image, and given a set of
projected vertices, a local projection matrix is estimated. The final warp is a
weighted average of these local maps. Notice however that the method requires
manual input of some projected vertices of mesh in the image. An interactive
software specialized to plant modeling is also described in [11].

The rest of this paper is organized as follows. Section 2 describes the details of
our algorithm and the required mathematical foundation. Section 3 shows exper-
imental results of this method on diverse data. Finally we draw some conclusions
in Sect. 4.

2 Morphing images to adapt to the mesh

2.1 Overview of the algorithm

Instead of correcting the mesh to fit the input images, which we assume we
cannot do as the mesh is already obtained as some optimum, we correct the
input images to fit the output mesh. We suppose that the camera positions,
orientations and internal parameters, so as the mesh, are all correct, and we
look for deformations in each input image to fit them. This is done in 4 steps:

1. Find matching points in different views.
2. Project on the mesh the obtained 3D points and reproject them onto the

views.
3. Approximate the resulting sampled vector field in each image and deform

them accordingly.
4. Use a multi-view texturing algorithm for rendering.

Notice that the match points detection is often already done as a first step in the
stereo pipeline for calibration, therefore this entails no additional computation.
Next sections give details on these different steps.



2.2 Interest point matching

Detection of points that have a non-ambiguous local neighborhood has seen
remarkable progress in the last few years. They are some kind of generalized
extrema or corners. Most of these encode their neighborhood with a similar-
ity invariant signature, although affine invariance can be partly accommodated.
Most popular of those are SIFT [12], which correspond to local extrema in the
Gaussian pyramid, or generalized corners, and MSER [13], which are centroids
of contrasted upper or lower level sets of the image radiometry. Any type of
feature points can be used to match between different views [14]. We use SIFT
points in our experiments, although MSER would also fit.

As noticed above, the interest points are already computed for calibration of
the stereo system, and provide 3D point clouds for the initial mesh. However the
mesh is often subsequently modified by some smoothing procedure, and then the
3D points are not anymore on the mesh. The next step measures this difference
to adapt the images.

2.3 Reprojection of 3D points through the mesh

Reprojection is illustrated in Fig. 1. Intersecting rays passing through matching
feature points via the respective focal points yields the 3D point position. Ideally,
these rays would intersect in 3D, but because of imprecise calibration or imprecise
detection they may not1. The least squares error solution is the 3D point that
minimizes the sum of square distances to the rays and can be computed by a
closed formula. Such a point is expected to be on the mesh, but because of the
imprecision of the mesh, it may reside nearby. A natural adjustment is to project
the 3D point P on the mesh, yielding a point PM . We can then assume that PM

is the real 3D position and that the images are faulty. We reproject PM on the
images where it has been observed, yielding corrected positions of the feature
points.

To ignore outliers, we simply reject the 3D points that are too far from the
mesh. Otherwise, a single large mishap can distort the applied warping and ruin
the correction effect.

2.4 Dense deformation

Previous step indicates the desired position of matched feature points so that
they correspond to 3D points on the mesh. However we need a dense deformation
of each image to accommodate these displacements. In other words, in each image
we are looking for an interpolation or approximation of a vector field irregularly
sampled. A standard technique for that is using thin-plate splines [15, 16]. Given
the n feature points pi and their reprojected positions p′i through the mesh,
thin-plate splines minimize the energy:

E(f) =
∑

i

‖p′i − f(pi)‖2 + λ

∫ (
∂2f

∂x2

)2

+ 2
(
∂2f

∂x∂y

)2

+
(
∂2f

∂y2

)2

dx dy (1)

1 Bundle adjustment would try to enforce these intersections as best as possible.
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Fig. 1. Projection of 3D points through the mesh. Corresponding feature points p1 and
p2 allow to recover a 3D point P . This point in projected on the mesh M to PM , which
would be observed at p′

1 and p′
2.

with a 2-variable function f of the form

f(z) = Az +
∑

i

Φ(‖z − pi‖)wi , (2)

with A a plane affine transform, Φ a kernel function, usually Φ(r) = r2 log r, and
wi a list of 2-vectors representing the non-affine part of the transform.

Defining K as the n× n symmetric matrix with entries Kij = Φ(‖pi − pj‖),
P as the 3×n matrix whose column j is composed of homogeneous coordinates
of pj , P (:, j) = (xj , yj , 1)T , and P ′ the 2×n matrix whose column j is composed
of Cartesian coordinates of p′j , we minimize:

E(A,W ) = ‖P ′ −AP −WK‖2 + λ trace(WKWT ) ,

with A the 2 × 3 affine transform matrix and W the 2 × n concatenation of
the wj written in columns. The involved norm is the Frobenius norm ‖X‖2 =
trace(XTX) =

∑
i,j X

2
ij , that is the sum of square coefficients of X, associated

to the scalar product < X,Y >= trace(XTY ).
Equating to 0 the gradients of E (relative to this scalar product), with respect

to A and W , yields:

(P ′ −AP −WK)PT = 0 (3)
(P ′ −AP −WK)K + λWK = 0 (4)



Using the QR decomposition of PT = Q1R (see [17]), let Q2 be any n× (n− 3)
matrix such that

(
Q1 Q2

)
is orthogonal. Right-multiplying (4) by K−1Q2, we

get
P ′Q2 −WKQ2 + λWQ2 = 0 ,

so that
WQ2 = P ′Q2(QT

2 KQ2 − λI)−1

and since WQ1 = 0, obtained by substituting −λW to the left factor of (3),

W
(
Q1 Q2

)
=
(
0 P ′Q2(QT

2 KQ2 − λI)−1
)
,

which, right-multiplied by
(
Q1 Q2

)T , yields:

W = P ′Q2(QT
2 KQ2 − λI)−1QT

2 .

Finally, right-multiplying (4) by K−1Q1 gives

P ′Q1 −ART −WKQ1 = 0 ,

whence the solution for A:

A = (P ′ −WK)Q1R
−T .

In our experiments, we used an open-source C++ implementation of thin-plate
spline, available at http://elonen.iki.fi/code/tpsdemo/.

2.5 Texture mapping

Mapping textures from several views on the mesh can be achieved by several
methods. Projecting all images on the mesh and doing some weighted averaging,
as for example in [18], leaves some artifacts, such as ghosting. Other methods
extract an atlas of the mesh, where each region of the mesh gets its texture from
one unique view. The challenge is then to reduce seams visibility. The atlas can
be computed by formulating the problem as a Markov Random Field energy
minimization [19] and then masking the contrast changes between the view by
multiband blending at the seams, generalizing work of Burt and Adelson [20].
This is the strategy presented in [21], which we use in our experiments.

3 Experiments

We first demonstrate the proposed algorithm using simulated wrong 3D geome-
try. The image data are courtesy of R. White et al., who used them in [22]. The
3D geometry was estimated by Furukawa and Ponce [23]. To this 3D model, we
apply artificially a translation in space before texturing by the algorithm of [21].
For each point on the mesh, the texture comes from one single view (the most



frontal one), so that errors can only be seen at transitions from one view to an-
other. Still the benefits of our mesh reprojection algorithm are visible in Fig. 2.
The warping effect is most visible in the sides of the image.

In the next experiment, we use image data courtesy of J. Starck2. The 3D
geometry was estimated by visual hull from silhouettes (using an implementation
of the algorithm of Franco and Boyer [24]) and refined using Poisson surface
reconstruction [25]. Texturing is done with the algorithm of [21] slightly modified
to enhance errors: instead of selecting one pixel value, issued from the “best”
view, to any point on the mesh, the average of the two best views is used. Only
the 3 front views were used in the texturing process. This produces blur at
misregistered points, otherwise the errors can only be observed at transitions
between different cameras in the atlas, which is still noticeable but less striking.
Notice that the original images produce artifacts on the arms and on the dancer’s
left hand, while the dress exhibits some wrong texture. Most of these problems
are fixed by the warping, except on some part of the left arm.

4 Conclusion

When the multi-view reconstruction pipeline yields an imprecise mesh, we have
shown how the input images themselves can be modified to mask the imprecisions
in the rendering. Mapping these images as texture on the mesh limits the visible
artifacts. Reversing the problem by changing the input (the images) to match
the erroneous output (the mesh) does not allow better measurements, but if
only a visually pleasing rendering is sufficient, as for example in motion capture
for computer generated imagery, this technique provides a simple solution. The
algorithm was demonstrated on simulated and real imprecise meshes. Extension
of this work to dynamic multi-view stereo (3D+time) using similar algorithms
will be investigated.

References

1. Atkinson, K., ed.: Close Range Photogrammetry and Machine Vision. Whittles
Publishing (2001)

2. Faugeras, O., Luong, Q.: The Geometry of Multiple Images. MIT Press (2001)

3. Hartley, R., Zisserman, A.: Multiple View Geometry in Computer Vision. Cam-
bridge University Press (2003)

4. Ma, Y., Soatto, S., Koseck, J., Sastry, S.: An Invitation to 3-D Vision. Volume 26
of Interdisciplinary Applied Mathematics. Springer (2004)

5. Keriven, R., Faugeras, O.: Complete dense stereovision using level set methods.
In: 5th European Conference on Computer Vision. (1998)

6. Pons, J.P., Keriven, R., Faugeras, O.: Multi-view stereo reconstruction and scene
flow estimation with a global image-based matching score. The International Jour-
nal of Computer Vision 72(2) (2007) 179–193

2 http://personal.ee.surrey.ac.uk/Personal/J.Starck/



Fig. 2. Texturing on simulated imprecise mesh ([23] plus erroneous deformation). Top:
Warping of image to adapt to the mesh. Top left: one original image with displacement
vector of key points superimposed. Top right: the warped image using thin-plate spline
approximation of this sampled vector field. Bottom: Multi-view texturing on imprecise
mesh using [21]. Bottom left: texturing with original images. Bottom right: texturing
with warped images.



Fig. 3. Texturing on real imprecise mesh (visual hull from [24]). Top: Warping of im-
age to adapt to the mesh. Top left: one original image with displacement vector of
key points superimposed. Top right: the warped image using thin-plate spline approx-
imation of this sampled vector field. Bottom: Multi-view texturing on imprecise mesh
using [21]. Bottom left: texturing with original images. Bottom right: texturing with
warped images.
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